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1. Introduction

In this project, we explored the use of the SenseStream (Mislivec, 2004) program to analyze synchronous and asynchronous video stimuli. This program (Mislivec, 2004) and the algorithm underlying the program (Hershey & Movellan, 2000) have potential application in developmental psychology, which is just starting to be realized (Gogate & Prince, 2005; Prince & Hollich, 2005; Prince, Hollich, Helder, Mislivec, Reddy, Salunke & Memon, 2004). This program can be used to analyze the audio-visual synchrony properties of stimuli used in experiments with children, and adults, and thus provide objective measures of the audio-visual stimuli used in these experiments. Objective measures are needed because sometimes the hypotheses forwarded by psychologists may be at odds with results from formal stimuli experiments. For example, recently we have found that the degree of synchrony present in audio-visual stimuli used in a psychology experiment, and hypothesized to be asynchronous, was actually greater than the degree of synchrony present in stimuli hypothesized to be synchronous (Gogate & Prince, 2005).

 Visual and audio channels are said to be in synchrony when the temporal changes in the audio channel are directly related to temporal changes in the visual channel. Synchrony can be high or low depending on the extent of the relationship between the two channels. For example, the audio and visual signals of a person talking are usually in high synchrony, while the audio of a person talking combined with the visual signals of another person talking are usually in low synchrony. SenseStream is an implementation of the Hershey and Movellan (2000) algorithm that detects perceptual level audio-visual synchrony by calculating mutual information between the channels. We explored the use of SenseStream using video stimuli that were made synchronous or asynchronous using temporal offsets between the audio and visual channels. Using a temporal offset we could shift the audio forward in time in relation to the visual channel. We expect larger offsets between the audio and visual channels to result in lower degrees of synchrony as assessed by the SenseStream program (as long as there is no repetition in the signal). 

The estimate of synchrony obtained from the Hershey and Movellan algorithm is qualitative. This algorithm calculates audio-visual synchrony based on the mutual information between the audio and visual channels. Mutual information is calculated at each (x,y) location within a visual frame. This results in a two dimensional mutual information map called a mixelgram and each element within that map is called a mixel. An example of the qualitative estimate generated by the Hershey and Movellan algorithm is illustrated in Figure 1. Figure 1 was computed from the digital video of an object being moved up and down along with the utterance of the word “modi”. The output was obtained by sampling regions of the visual input that correlate in time with the audio signals. The regions of the visual input that are synchronized with the audio input are seen as brighter regions in the output.
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Figure 1: Hershey and Movellan Output of an Object Being Moved
In this project, we are interested in using SenseStream to produce quantitative estimates of the degree of audio-visual synchrony. SenseStream has been used earlier by Prince et al. (2004) to quantitatively estimate the degree of synchrony using connected region and edge detection methods. The estimates were then compared to infants’ responses to the same stimuli. Connected region analysis was based on the observation that some mixelgrams have groups of mixels with similar values and the groups are often of different sizes. The variance in the sizes of the connected regions was computed per mixelgram. Connected regions were defined as eight–neighbor mixels within a factor of 1.125 of each other. The edge detection method was based on a similar observation. In this case the noise was reduced in the mixelgram using a Gaussian filter and then Sobel edge detection was applied, and the resulting filtered mixel values were summed to produce a single number per mixelgram which is an estimate of audio-visual synchrony. In this project we used the edge detection method to quantitatively estimate the degree of synchrony.

The remainder of this project report consists of a description of the MPEG and AVI files that were generated to be used as inputs to the SenseStream program. This is followed by an evaluation of the results, a discussion section and suggestions for future work. 

Method
The SenseStream program computes Gaussian mutual information between S pixels, each located at position (x,y) across a series of S consecutive frames of visual data and audio data that co-occurs with these visual frames. The mutual information is a function of covariance across a set of audio (a(t)) and visual (v(x,y,t)) vectors sampled at different times t-s+1,….,t and a particular spatial coordinate (x,y) and it describes the temporal contingency between the audio and visual channels at a particular time. SenseStream implements equation [1], of Hershey and Movellan (2000). 
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The different values of mutual information are interpreted as different degrees of audio-visual synchrony. Because the mutual information value is dependent on the S pixels over which it is calculated, the degrees of synchrony will also be dependent on the S value. Additionally, the influence of this S parameter has not been systematically studied previously. So, in this project the SenseStream program has been run by systematically varying different S parameter values. The different S parameter values used in this project were 2, 3, 4, 5, 10, 15, 20, 25, 30, 35, 40 and 45. With a visual frame rate of 29.97 frames per second, the S parameter spans from 2/29.97 = 0.067 seconds to 45/29.97 = 1.501 seconds. 
A digital camcorder (with a resolution of 720 x 480 pixels) was used to generate five different digital video files with audio and visuals of the face of the same person talking. The video files differed in the particular narrative spoken. We wanted to see how the synchrony estimates vary across the different speech examples. Table 1 lists the different narratives and the corresponding speech contents. The first three narratives consisted of a news article, a poem and a conversation selected from a book, and each of these was in English. The other two narratives were part of a story and children’s rhyme in two different languages (Telugu and Hindi respectively). While speaking, the  

	Narrative Name
	Speech Content

	Narrative 1
	News article in  English

	Narrative 2
	Poem in English

	Narrative 3
	Conversation in English

	Narrative 4
	Story in Telugu

	Narrative 5
	Children’s rhyme in Hindi


Table 1: Narratives and Corresponding Speech Contents

expressions on the face of a person usually change with the change in vocal sounds. Because the face is the part of the body that shows more changes than any other body part while speaking, we restricted the view of the camera to only the face of the person talking. An image from one of the videos is shown in Figure 2. Each video file, which was around three minutes in length, was modified to give different video stimuli of duration 120s with different offsets between the audio and visual channels. SenseStream was used to determine if it could detect the asynchronies generated by the differing offsets. We hypothesized that SenseStream would give higher synchrony detection estimates for the stimuli with smaller offsets between the channels. For example, SenseStream should give a higher estimate for the stimulus with an offset of 200ms between the audio and visual when compared to stimulus with an offset of 400ms. The videos for all narratives were processed in SenseStream in a relatively uncompressed AVI format. This format was obtained by downloading the video from a tape on a     mini-DV camcorder using Adobe Premiere 6.5. The videos for Narrative 1 only were also processed in SenseStream in MPEG format. For each narrative, in each of the applicable video formats, we generated 6 video clips at different offsets: no offset, 200ms, 400ms, 600ms, 800ms and 1s. The procedures described below were used to generate and process the video clips. 
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Figure 2: Image from the Video of Person Talking 
The following steps were used to generate the required MPEG files for Narrative 1. The data rate used was 29.97 visual frames per second, and we wanted 120s of video so the length of the files was made to be 29.97 * 2 * 60 = 3596 visual frames. 
1. The original file generated using the camcorder was imported into Adobe Premiere 6.5. 
2. The audio and visual channels were trimmed from their original length to 3596 + ‘X’ frames as depicted in Figure 3. The number of frames ‘X’ was determined by the offset and the data rate (29.97 visual frames per second). For example, if the offset is 200ms, then the value of ‘X’ would be (29.97 frames/1000ms) * 200ms which is six frames. Similarly calculated, the different values of ‘X’ for the different offsets are given in Table 2. The value of ‘X’ is zero for the file with no offset between the channels and hence, in this case, the channels were trimmed at 3596 frames and the steps 3 through 5 were not taken. 
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Figure 3: Trimmed Audio and Visual Channels

	Offset 
	Frames for Offset (X)

	0 ms
	0

	200ms
	6

	400 ms
	12

	600 ms
	18

	800 ms
	24

	1000 ms (1s)
	30


Table 2: Different values of ‘X’ for different offsets

3. The trimmed channels were then unlinked and the audio channel was shifted forward by ‘X’ frames, where ‘X’ was the value calculated in the previous stage. Figure 4 illustrates this point. There was no particular reason as to why the audio was shifted forward instead of the visual, but one direction of shift needed to be selected, so we shifted all our non-zero offset stimuli forward by X frames on the audio channel. 
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Figure 4: Unlinked Audio and Visual Channels

4. The extra X frames of audio at the back-end and the extra visual frames at the front-end obtained due to shifting were trimmed and the channels were linked back together. The linked channels were then moved to zero on the timeline. This is depicted in Figure 5. 
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Figure 5: Linked and Shifted Audio and Visual Channels
5. The timeline was exported to MPEG-1 format using the settings for highest data rate and then the MPEG file was reformatted using the TMPGenc program (http://www.tmpgenc.net/e_main.html) to make it compatible with the SenseStream implementation on Linux.

After the MPEG files for Narrative 1 were generated, the AVI files for each narrative were generated in a procedure that was similar to the above mentioned procedure except for step 5. After the extra frames were trimmed and the channels moved to zero on the time line (as mentioned in step 4), the files were exported to uncompressed AVI format.

After generating the MPEG files, SenseStream was run on them. The following sequence of steps describes the way SenseStream was run, with each of the MPEG files.

A. SenseStream was started on Linux and one of the input MPEG files was selected. 

B. An S parameter value was chosen. 

C. RMS was turned on as the audio feature. Grayscale visual features were selected. Audio attenuation was turned on.

D. 2/3 scaling of the visual frames was used. 

E. The ‘Edge Detect Sum’ values were collected, their averages calculated and plotted on a graph. The ‘Edge Detect Sum’ values are the synchrony detection estimates and a higher average means higher synchrony. 

The following sequence of steps describes the way SenseStream was run, with each of the AVI files generated. 

A. SenseStream was run on Macintosh platform and the name of the input AVI file and the S parameter value were passed as command line arguments to a script that ran SenseStream and generated a text file that contained the synchrony estimate (“Edge Detect Sum) values.  

B. RMS amplitude was used as the audio feature. Grayscale visual features were selected. Audio attenuation was turned on. These parameters were set in the script that was used to run SenseStream.

C. The ‘Edge Detect Sum’ values were collected, their averages calculated and plotted on a graph. The ‘Edge Detect Sum’ values are the synchrony detection estimates and a higher average is interpreted as higher audio-visual synchrony. 

Results

As mentioned earlier, we hypothesized that the audio and visual stimuli with smaller offsets between them would show higher synchrony than the audio and visuals with larger offsets between them. Figure 6 shows the results obtained from the MPEG video clips from Narrative 1. Figure 6 was obtained by plotting the different ‘Edge Detect Sum’ (synchrony detection estimate) values for video stimuli with different offsets against the different S parameter values used. From Figure 6 there is no apparent difference between the different estimates. The figure does not provide enough resolution to analyze and differentiate the synchronous and asynchronous video stimuli
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Figure 6: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (MPEG) of Narrative 1 

To provide for better resolution to visually assess for possible differences between the estimates of synchrony of different stimuli with different offsets between the channels, we split Figure 6 into two graphs which are shown in Figure 7 and Figure 8. Figure 7 shows a graph that was obtained by plotting the synchrony detection estimates for S parameter values less than or equal to ten. There is little difference between the estimates of video stimuli with different offsets against the mentioned S parameter values. For example, for the video stimuli with an S parameter value of 10 and with zero offset and 400 ms offset between the channels the estimates are 7669.63 and 7694.99 respectively. 
Figure 8 shows a graph of the synchrony detection estimates of the various offsets for S parameter values greater than or equal to 15. In this graph, we can see some synchrony estimate differences between the various stimuli. Based on our hypothesis, we expected the line representing the normal video (zero offset) would be on the top of the other lines. That is, we expected it to be more synchronized. However, the normal video was never estimated as having the highest degree of synchrony. Furthermore, the line representing the offset of 600ms is on the top (highest estimated degree of synchrony) starting from S parameter value of 20. 

In Figure 8, the line representing the stimulus with an offset of one second between the channels is below the lines representing stimuli with offsets of 200ms, 600ms, and 800ms. The line representing the stimulus of one second is also below the line representing stimulus of 400ms for S parameter values greater than or equal to 25. That is, the video stimulus with the largest offset between the channels is the least 
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Figure 7: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (MPEG) of Narrative 1 ( S <= 10 )
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Figure 8: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (MPEG) of Narrative 1 ( S >= 15 ) 
synchronous for S parameter values greater than or equal to 25. However, this line is above the zero offset line until the S parameter value of 30. The video stimulus with zero offset between the channels is shown in the graphs as the least synchronous for S parameter values of 15, 20 and 25. We expected this stimulus to be the most synchronous and the results are against our expectations. 
The MPEGs from Narrative 1 did not give us the results we expected. At this point in the analysis, we wanted to know if the results we had observed would be consistent with the synchrony analysis performed on other speech video data. To accomplish this goal, we extended this work in two ways. First, we ran SenseStream on shorter versions of the first video clip (Narrative 1). Second, we ran SenseStream on different narratives. 

 In order to check the consistency of the synchrony estimates given by SenseStream for the stimuli with the same offset between the channels but with different durations for Narrative 1, we generated stimuli of 30s (900 visual frames) and 60s (1800 visual frames) length by using the first 30s and the first 60s of the 120s video. We ran SenseStream on the 30s and 60s stimuli of Narrative 1 to check the consistency of the effect of offsets between the audio and visual channels on shorter samples of video. Figure 9 and 10 are the graphs obtained by plotting synchrony estimates obtained from 30s and 60s stimuli respectively.
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Figure 9: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 30s) of Narrative 1 (AVI format)
[image: image11.emf]Figure 10: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 60s) of Narrative 1 (AVI format)
Figure 9, shows some similarity to Figure 8. The order of the lines describing different offsets is the same in both of the graphs for most of the S parameter values. Figure 10 is different from Figure 8 and Figure 9 in the specific arrangements of the curves. The general trend of the synchrony estimates being smaller with increases in the S values continues. In Figure 10, the line describing the 400ms offset is above the other lines starting from an S parameter value of 25. In Figure 8 the line describing 600ms offset is above the other lines for S parameter values starting from 20. In Figure 9, the 600ms line is above the other lines starting with S value 35 and otherwise the 400ms line is above the other lines. From Figures 8, 9 and 10 we can conclude that the effect of audio-visual offsets is not consistent for different portions of Narrative 1 with regards to our present method of audio-visual synchrony estimates. The method we followed does not seem to be reliable for estimating synchrony between audio and visual channels in so far as manually introduced offsets are concerned. 

In our second extension of the Narrative 1 results, we wanted to see if different or similar results would be obtained with additional stimuli. Our goal was to determine if additional Narratives would produce results similar to Narrative 1. To accomplish this goal, we generated AVIs with different offsets between audio and visual channels for each of four additional narratives (as per the procedure mentioned in Method section). From the MPEG results shown in Figures 6, 7 and 8, we observed that the graphs with S parameter values 15, through 45 provided sufficient resolution to distinguish between the different synchrony estimates. So, while running SenseStream on the AVI clips, we used S values 15 through 45. With a visual frame rate of 29.97 frames per second, these S parameter values span from 15/29.97 = 0.5 seconds to 45/29.97 = 1.501 seconds. 

Figures 11, 12, 13 and 14 were obtained by plotting the graphs of synchrony estimates obtained by running SenseStream on the AVI files generated from Narratives 2 through 5. The duration of the files used was 60s. Each of the Figures is different from the other and there is very little consistency in the order of lines that describe each offset.  There is still, however, a general trend of decrease in synchrony estimates with increasing S values. In conclusion, we infer that the synchrony estimation method we used is not reliable to examine the effects of offsets in video files containing audio-visual speech. 
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Figure 11: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 60s) of Narrative 2 (AVI format)
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Figure 12: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 60s) of Narrative 3 (AVI format)
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Figure 13: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 60s) of Narrative 4 (AVI format)
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Figure 14: Synchrony Detection Estimates of Synchronous and Asynchronous Video Stimuli (duration = 60s) of Narrative 5 (AVI format)

Conclusion
In this project, we produced five digital video files, each of them containing different audio-visual speech narratives read by a single person. For each of these five narratives, we generated six video stimuli with different offsets between the audio and visual channels and used them with SenseStream, a Hershey and Movellan (2000) algorithm implementation, to estimate their degrees of audio-visual synchrony. We analyzed the video clips for degrees of audio-visual synchrony because this kind of analysis has an application in developmental psychology. We hypothesized that the video stimuli with smaller offsets between the audio and visual channels would provide higher synchrony estimates than the video stimuli with larger offsets between the audio and visual channels. Initially we used the video stimuli of Narrative 1 as the inputs for SenseStream. The results we obtained did not support our hypothesis. The video stimulus with zero offset between the channels was never estimated as having the highest degree of synchrony except for an S parameter value of two. Additionally, the video stimulus with an offset of 600ms between the channels was estimated as having the highest degree of synchrony except for S parameter values of 2, 3 and 15. 

We changed the duration of the stimuli given as input to SenseStream to 60s and we also did not find consistency in the effect of offsets on the synchrony estimates though there was still a general trend of synchrony estimates being smaller with increases in S parameter values. Inconsistency was also observed in the effect of offsets between audio and visual channels on the synchrony estimates obtained by running SenseStream on the stimuli generated from the other four narratives. We concluded that the method we used is not reliable enough to study the effects of offsets between audio and visual channels on synchrony estimates. 


In this project different S parameter values for SenseStream and different audio-visual offsets in audio-visual speech were used to generate the estimates of synchrony. A future work could be to try the following, to develop a more reliable method to estimate audio-visual synchrony:

a) Different methods of quantifying the synchrony from mixelgrams;

b) Different audio and visual features;

c) Different audio-visual synchrony detection algorithms, other than the Hershey and Movellan algorithm.

The Hershey and Movellan algorithm has been shown to provide a qualitative method to estimate the degree of audio-visual synchrony. The procedure we used to quantitatively estimate audio-visual synchrony, though not generally reliable, showed a general trend of decrease in synchrony with increasing S values. Obtaining a method that provides consistent results by exploring different methods of quantifying synchrony from the mixelgrams may be a better option before using a different algorithm. 
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